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Windows Server 2008, 

running on the NEC 

Express5800/1000 

Series based on the 

Intel®  Itanium®  2 

processor offers an 

excellent example of 

how high availability,  

flexibility and 

responsiveness can be 

delivered on Windows 

servers,  through a 

partnership of 

hardware, firmware 

and software. 

 

Executive Summary 

Many companies are running their business critical applications on Microsoft
®
 Windows Server

®
 on 

Intel
®
 -based platforms, with constantly increasing business continuity and availability requirements.  As 

a result, IT organizations have been pushing server and software vendors for more cost-effective, highly 

available systems. Users are asking, ñIf vendors were able to produce 

high reliability and availability in mainframe-class systems, why canôt 
they deliver similar capabilities in Windows server-class systems?ò 

Recent advances in the Windows Server operating system, server 

chipsets and server hardware are now allowing for mainframe-class 
reliability, availability, and serviceability (RAS) to IT organizations, 

without requiring a mainframe-class budget.  

This white paper describes a powerful hardware, software, and firmware 

combination from Microsoft, Intel, and NEC, which allows processors, 
memory, and I/O to be dynamically allocated to a partitioned operating 

environment (hot add) during peak processing times, or dynamically 

swapped out (hot replace) in the event of failing components, all 
without having to reboot the operating system.  

Dynamic Hardware Partitioning implemented in the NEC 

Express5800/1000 Series Server, based on the Intel
®
 Itanium

®
 2 

processor running Windows Server 2008, offers high availability and 

flexible resource management. Working together, these components 

detect faulting processors or memory early on so they can be replaced, 

with no interruption to the critical running OS or applications (hot 
replace), before a system-wide failure. In addition, when a business 

critical application needs extra processor, memory or I/O performance, 

Dynamic Hardware Partitioning enables the addition of these resources 
to an already running hardware partition. Windows Server 2008 

recognizes the new hardware and automatically expands its operating 

environment to take advantage of the new resources. 

To achieve these mainframe-class capabilities, the NEC platform leverages the strength of the Itanium 
architecture, including the sophisticated error handling capabilities of Intelôs layered Machine Check 

Architecture (MCA). The NEC Express5800/1000 Series Server also utilizes the advanced Windows 

Hardware Error Architecture (WHEA), with its enhanced error recovery and analysis, and consistent error 
format. Lastly, building on the hardware and firmware layers, the new Dynamic Hardware Partitioning 

capabilities in Windows Server 2008 bring the hot add and hot replace functions to the Operating System, 

allowing dynamic resource management to occur with no disruption to the running OS and/or its 
applications. 
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Definition of Terms 

Error Handling  ï Method by which errors or 

faults are captured, processed and logged. Each 

component in a system may have its own error 

handling capabilities and interfaces to other 

components. When a component is not able to 

correct an error, these errors are passed up the 

architecture stack, from the hardware to the 

firmware and potentially all the way to the 

operating system.  

Hardware Partitioning  ï First introduced in 

the 1970s in mainframe-class systems to increase 

utilization of processor and memory resources. 

With hardware partitioning, groups of 

processors, memory, and I/O are bundled into 

electronically isolated units each running its own 

instance of an operating system. 

High Availability  ï Absolute operational 

continuity over a pre-defined time period. 

Relative to 100% availability, a common goal is 

to achieve 99.999% availability or ñfive 9s.ò 

Hot Add ï Ability to add hardware components 

such as memory, processors, and/or I/O buses to 

a running operating environment without having 

to stop application processing and reboot the 

system. 

Hot Replace ï Ability to move the entire state 

of a processor and its memory to another 

processor and memory without rebooting the 

server. Hot replace requires identical processor 

and memory configurations because registers 

must align completely.  

Out-of-Band Management ï Ability to 

monitor and manage a system and/or its 

components from a management device/system, 

with control capabilities available whether the 

system is powered on or not. 

Server Partitioning ï Ability to divide a 

single system into more than one server 

operating environment or server. This can be 

accomplished by physically configuring 

components at the hardware level or logically 

configuring those same resources through server 

virtualization software. 

 

Dynamic Hardware Partitioning has some similarities to 

server virtualization. Both can have multiple operating 
system environments running on the same physical 

server. However, Dynamic Hardware Partitioning 

delivers the ability have tight control of the hardware 

resources - to dynamically allocate physical hardware to 
increase performance, to dynamically replace faulting 

hardware without outages, and to dedicate I/O to specific 

tasks.  

Windows Server 2008, running on the NEC 

Express5800/1000 Series Server based on the Intel
®
 

Itanium
®
 2 processor offers an excellent example of how 

high availability, flexibility and responsiveness can be 
delivered on Windows servers, through a partnership of 

hardware, firmware and software, from NEC, Intel and 

Microsoft.  

State of the Industry 

In the 1970s, large IT organizations ran their mission 
critical workloads on mainframe systems where the 
hardware, firmware, and operating system environment 

were generally architected, developed, tested and 

released by the same vendor.  This had tremendous 

benefits in developing error-handling, and both physical 
and logical partitioning of the resources which made for 

an extremely efficient, flexible, and highly reliable and 

available system. It also made for an extremely 
expensive system. 

Today, the hardware, firmware, and operating systems 

are architected, developed and released by many 

different vendors. This dynamic has created competition 
at every level and has significantly brought down the 

cost of systems but it also makes creating an integrated 

system focused on high reliability, availability and 
serviceability more challenging. For example, at the 

hardware level, the memory, processors, I/O buses, and 

I/O devices have error reporting as part of their interface 
description. Each hardware component provides different 

levels of error handling information. Even different 

chipsets from the same vendor are built with different 

capabilities. These errors, if not handled by the hardware, 
must be passed to the operating system (OS). The OS, 

including device drivers (often written by companies 

other than the OS vendor), must handle the error or 
ignore it, depending on the error handling capabilities.  
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ñSystem 

performance and 

availability are key 

benchmarks for 

our customers. 

They expect dial-

tone level 

service.ò  

Furthermore, the mainframe-class ability to physically partition a system ï processors, memory and I/O 

channels ï (allowing multiple environments to share one physical server to give greater flexibility in 
managing workloads) has been effectively absent in Windows server-class systems. Once again, this level 

of flexibility requires extended capabilities and coordination between the system hardware and the 

operating system, and has not been prevalent in server-based operations.  

Overcoming Challenges  

High availability of business critical applications has become a requirement today from the enterprise to 

the SMB. To help address this requirement, IT organizations generally purchase servers with redundant 

components ï fans, power supplies, network and storage interfaces, etc. However, most servers are not 
capable of supporting redundant processors and memory in the same chassis.  

High availability clustering solutions provide the ability to monitor the clustered systems for failures, and 

then automatically restart the business-critical application(s) on another 

system in the event of a failure. While this minimized the amount of 
downtime from a failure, it does not eliminate it. In addition, redundant 

failover systems can become quite expensive, not only in capital costs but in 

power, cooling, space, and management of these systems. Still, while high 
availability (HA) clusters may be costly, they are still less expensive than 

mainframe-class systems, or the cost of an extended outage.  

High availability does not only demand continuous processing but also 
implies the ability to allocate (and/or re-allocate) resources to critical 

applications as the business requires. The introduction of server 

virtualization on Windows Servers has, for some applications, provided a 

greater level of flexibility in this area.  However, todayôs server 
virtualization solutions can only allocate logical resources. If the physical 

resources of a server reach their maximum utilization, there are no 

mechanisms to add more physical resources to that server. 

What IT has been requesting of vendors is a server that takes a lesson from the mainframe world. This 

system must be architected to be inherently reliable, available, serviceable and flexible at an affordable 

price. As one Vice President of a large online financial services company stated, ñSystem performance 
and availability are key benchmarks for our customers. They expect dial-tone level service.ò  

Bringing Mainframe Capabilities to Windows Servers 

Creating highly flexible, reliable, available, and serviceable systems from the ground up takes cooperation 

and communication from all components in the system, at both the hardware and software levels. The 
advances in Microsoftôs Windows Server 2008, with Dynamic Hardware Partitioning (DHP) and 

improved Windows Hardware Error Architecture (WHEA), together with the Intel
®
 Itanium

®
 2 processor 

with Machine Check Architecture (MCA) has allowed NEC to build on their history in mainframe-class 
systems to create a highly integrated, flexible, reliable, available, and serviceable server in their NEC 

Express5800/1000 Series Server.  

Solution Overview 

NEC has used the advanced features of Windows Server 2008 and the Intel Itanium 2 processor with 
Machine Check Architecture to enable dynamic hardware partitioning with a comprehensive error 

handling and management architecture within the NEC Express5800/1000 Series Server. At a high level, 

the solution allows an administrator to use hardware partitioning to divide a multiprocessor system into 
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several physically distinct servers (see Figure 1) all running their own instance of Windows Server 2008. 

The administrator can then dynamically reconfigure the hardware partitions based on policy or in real-
time to address both error recovery and performance optimization.  
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CPU CPU CPUCPU

Memory
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Memory
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Memory
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NEC Express5800/1320 Series Server

 

Figure 1:  NEC Express5800/1320 Series Server, 32-processor system hardware partitioned into three servers 

This platform permits the administrator to set thresholds associated with processor utilization and 

corresponding policies for automatically adding more (idle and unallocated) processors and memory to 

the partition when utilization levels exceed the threshold (hot add). The administrator can also set 
thresholds for processor and memory faults with corresponding policies for automatically transitioning 

processing from the failing set of processors and memory to stable (idle and unallocated) processors and 

memory, all without needing to reboot the operating system or restart the application (hot replace). This 
gives the administrator a high level of flexibility to proactively address both failing processors and over 

utilized processor environments, keeping business critical applications up and running efficiently 

24x7x365 days a year. 

Solution Architecture 

The capabilities of all three vendor technologies are key to the overall solution. Each contributes to the 

ability to perform dynamic hardware partitioning, that is, hot add of processors and memory and hot 

replace of processors and memory, within the NEC Express5800/1000 Series Server to ensure that 
business critical applications remain up and running with optimal performance. At the processor and 

memory level, as shown in Figure 2, the Dual-Core Intel Itanium 2 processors incorporate the Machine 

Check Architecture (MCA) which handles and reports faults associated with the processors and the 
memory. Faults are passed to the NEC Express5800/1000 layer, implemented in firmware, then on to the 

Microsoft Windows Hardware Error Architecture (WHEA) for handling and logging at the operating 

system level. This tight integration of hardware, software, and firmware collaborating on error detection, 

correction and management provides the foundation for high RAS and flexibility. 
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Processor Abstraction Layer (PAL)

GlobalMaster
Service

Processor

NEC Express5800/1000 Series

SAL &

System

Firmware

Microsoft Windows Server 2008 

with Dynamic Hardware Partitioning

System

Hardware/ 

Firmware

System

Software

 

Figure 2: NEC Express5800/1000 Series Server Dynamic Hardware Partitioning Architecture 

Dual-Core Itanium® 2 Processors with Machine Check Architecture (MCA) 

All processors have to perform some level of error/fault handling. One of the critical differentiators 

between processors is their ability to detect, automatically correct and report these errors. The Intel 
Itanium 2 processors were designed for high-end reliability and availability of business critical 

applications, utilizing a sophisticated, layered error handling architecture called Machine Check 

Architecture.  A key component of the MCA is its firmware layer called the Processor Abstraction Layer 

(PAL). PAL is capable of correcting and logging all 1-bit errors (see Table 1) and handling over 99.99% 
of all processor hardware errors, potentially including multiple errors simultaneously. Processors with 

fewer error handling capabilities than the Intel Itanium 2 processor must send more errors directly to the 

operating system for handling. Reducing the number of errors sent to the operating system both improves 
error handling performance (and system performance) and reduces the opportunities for system-level 

failures. For cases where the PAL is not able to handle the error, it is handed to the System Abstraction 

Layer (SAL), as shown in Figure 2, for handling or to be passed to the operating system. The value of 
logging and handing off error information to the SAL is that the system is made aware of these 

errors/faults and can react to faulting processor(s) or memory proactively, before a downtime inducing 

failure occurs. 
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RAS Feature 
Typical 

Mainframe 
Intel Itanium 
2 Platforms 

Intel Xeon® 

MP Platforms 

Intel Xeon® 
Platforms 

Cache ECC Coverage P P P P 

Memory single device error correct P P P P 

Memory retry on double-bit error P P P P 

Error recovery on data bus (ECC) P P P  

Internal logic soft error checking P P   

Bad/poisoned data containment P P   

Cache reliability P P P  

Memory sparing P P P P 

Memory mirroring P P P P 

Hot Plug I/O (PCI-X, PCI Express) P P P P 

Memory hot swap  P P  

Table 1: Dual-Core Itanium 2 Processor Error Coverage1 

NEC Express5800/1000 Series3 

The NEC Express5800/1000 Series Server has the 64-bit Dual-Core Intel Itanium 2 processor at its heart 
for high reliability and faster processing. Added to this solid base is NECôs redesigned A

3
 (A cube) 

chipset with its massive 24MB cache memory for increased performance. Each NEC Express5800/1000 

Series Server is divided into processor and memory ñcells.ò Each cell consists of up to four sockets and 
up to 64 Gigabytes (GB) of memory along with the I/O bus connection. The A

3
 chipset provides high 

speed/low latency inter-cell cache-to-cache data transfers. 

At the system level, NEC has implemented the System Abstraction Layer to interface with the Itanium 

Machine Check Architecture, as well as redundant Service Processors that monitor and manage overall 
system configuration and health. The Service Processors can be accessed either through a command line 

interface (CLI) or through the GlobalMaster management console GUI. The Service Processors provide 

the Dynamic Hardware Partitioning which allows the administrator to partition and repartition the 
hardware cells depending on business priorities and policies. On the NEC Express5800/1000 Series, each 

partition is made up of one or more cells and may have an operating system assigned to it or it may be 

reserved as spare cells. With hardware partitioning, each operating system and partition defines a 

standalone server, physically separate from the other partitions, with no concept of the other environments 
within the system.  
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The GlobalMaster has two components, the GlobalMaster management interface and the GlobalMaster 

agent (GMA). The GlobalMaster management interface resides on an administratorôs system to provide 
out-of-band management and configuration capabilities. This component communicates with both the 

Service Processor, for configuration and/or reconfiguration actions, and the GlobalMaster agent. The 

GlobalMaster agent is a small agent that sits on top of Windows to collect information about the state of 

the system. 

Windows Hardware Error Architecture (WHEA)4 

The Windows Hardware Error Architecture provides enhanced support for error recovery and root cause 

analysis of hardware errors through a coherent hardware error infrastructure. WHEA takes advantage of 
the extensive error information available today from hardware, such as the Intel Dual-Core Itanium 2 

Processors and the NEC A
3
 Chipset. This architecture provides: 

· More extensive error data and logging in a standard format 

· Recovery mechanisms for hardware errors 

· User-mode error management applications such as those used by the GlobalMaster agent 

Furthermore, this architecture is extensible so as hardware advancements are made, the Windows 

operating system can accommodate the changes. 

Windows Dynamic Hardware Partitioning (DHP)5 

Dynamic Hardware Partitioning is the ability to dynamically assign and replace/reassign physical 

hardware to specific hardware partitions. It is characterized through the ability to hot add and hot replace 
hardware components, such as processors, memory, and I/O to a predefined hardware partition, such as 

those configured on an NEC Express5800/1000 Series Server. Windows Server 2008 supports hot add of 

processors, memory, and I/O host bridges, and hot replace of processors and memory through its 

Dynamic Hardware Partitioning implementation. 

Pulling It All Together ïNEC Express5800/1000 Series  

Through a best-of-breed implementation that combines Microsoftôs Dynamic Hardware Partitioning with 

the advanced capabilities of the Intel Itanium 2 processorôs Machine Check Architecture and Windows 
Hardware Error Architecture, the NEC Express5800/1000 Series Server provides mainframe-class RAS 

and flexibility to these Windows server systems. Figure 1 shows an NEC Express5800/1320 Series, 32-

processor system partitioned into three servers; one containing four cells and the other two each 

containing two cells.  

The GlobalMaster can be set up to automatically and dynamically reconfigure partitions given the 

following three scenarios: 

· Processor/memory fault-based repartitioning 

· Processor utilization-based repartitioning 

· Time-based repartitioning 

The processor utilization and processor/memory fault-based scenarios interact with both Microsoftôs 
Windows Hardware Error Architecture and Dynamic Hardware Partitioning to help ensure continuous 

processor and memory availability for the applications running on the business-critical partitions. The 

time-based repartitioning enables flexible utilization of the resources 24x7.  
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Fault-based Repartitioning (Hot Replace) 

Fault-based repartitioning of a NEC Express5800/1000 Series Server allows one or more partitions to 
have processor/memory cells automatically replaced with a ñgoodò cell without having to restart 

applications or reboot the system. An administrator might choose to run a large business-critical 

application on a 4-cell partition, a customer service application on a 2-cell partition and leave the two 

cells available as spares as shown in Figure 3. The administrator would perform this partitioning through 
the GlobalMaster management interface. There is also a GlobalMaster agent (GMA in Figure 3) that 

resides on each of the portioned operating systems. This agent monitors the health of the system by 

communicating directly with the OS, and provides updates on the server health to the GlobalMaster 
management system. This allows the administrator to manage (out-of-band) many server partitions from 

one location. It also gives the administrator access to the hardware if, for some reason, the operating 

system is down. 

Faults happen on both processors and in memory.  When a processor or memory is failing, the number of 
faults will increase. To avoid downtime due to a complete failure, the administrator would use the 

GlobalMaster management interface to configure a threshold for the maximum number of faults to be 

allowed. If the threshold is met or exceeded, the cell containing the faulting processor or memory would 
be replaced with a new cell, before unrecoverable errors happen which would take down the server. 
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Figure 3: Hardware partitioned NEC Express5800/1320 Series Server with two partitions and two spare cells 

Communications between the processor layer, the systems layer and the operating system layer of the 

architecture is essential for enabling a smooth transition from one set of processors to another. The Dual-
Core Intel Itanium 2 processors, through the Machine Check Architecture, communicate the information 

on the number of faults or errors to the System Abstraction Layer (SAL) firmware. The Intel Itanium 

Machine Check Architecture will correct most 1-bit errors within the processor hardware or firmware, 

called the Processor Abstraction Layer (PAL). If the PAL is not able to handle the error, it is handed to 
the System Abstraction Layer (SAL) for handling or to be passed to the operating system. In the NEC 



 6/29/2007 
 Version 2.5 

 

Focus Oné  
Increasing Availability Through Dynamic Hardware Partitioning 
   

 2007 Focus Consulting  Page 10 

Express5800/1000 Series Server running Windows Server 2008, the SAL then passes the errors on to the 

Windows Hardware Error Architecture (WHEA) to handle/log the errors, as shown in Figure 2. If the 
number of errors meets or exceeds the threshold, as shown in Figure 4, the GlobalMaster agent on the 

server alerts the GlobalMaster management system which initiates a replace. 

 

Figure 4: Error threshold on a processor is reached 

As shown in Figure 4, the following actions take place to trigger a fault threshold: 

1. Within the Machine Check Architecture, the PAL on each processor notifies the SAL of errors for 

resolution or logging.  

2. The SAL then passes these errors to Windows Server 2008 WHEA either for resolution and/or 

logging. 

3. The NEC GlobalMaster agent monitors the errors reported. 

4. The GlobalMaster agent passes the information on to the GlobalMaster management system.  

5. If the threshold for faults is hit, the GlobalMaster communicates with the service processor to 

initiate a replace. 

The GlobalMaster communicates with the Service Processor to map the spare cell into the failing cellôs 

address space (see Figure 5). The Service Processor instructs the SAL to communicate with the Windows 

Server 2008 Dynamic Hardware Partitioning interface to replace the failing cellôs processor, memory 

contents and context.   


